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ABSTRACT
This paper describes an ongoing collaborative research program between the Computer Science and the Forestry and Wildlife
Management Departments at the University of Massachusetts to develop semi-automatic, cost-effective methodologies for
monitoring environmental parameters over large areas. To meet these challenges we built a moderate cost system comprised of offthe-shelf instruments, including a differential GPS, a 3-axis solid state attitude and heading reference system, two mini-DV
camcorders, a small format aerial survey camera, a profiling laser altimeter, and a PC based data acquisition system. The quality and
format of the video and digitized photographic data were chosen to provide high quality input to several state-of-the-are computer
vision algorithms for 3D terrain modeling, and ground cover classification. Although the work described in this paper is in a
preliminary phase and all of the constituent technologies have not been fully integrated, we nevertheless demonstrated the value and
feasibility of using the system to solve environmental monitoring problems on a large scale.

1 INTRODUCTION
The Computer Science (CS) and Forestry and Wildlife
Management (FWM) Departments at the University of
Massachusetts are engaged in a three-year NSF grant to develop
cost-effective, automated techniques to monitor forests and
other natural environments. An important long-term goal is to
automate and improve environmental monitoring techniques
currently employed by FWM through the use of a variety of
computer vision techniques, including 3D terrain reconstruction,
classification, and automatic video mosaicking techniques.
The specific application presented in this paper focuses on
estimating biomass for aerial images. This work was motivated
by the UN Convention on Climate Change held at Kyoto, Japan
in 1997, which established a framework for assigning economic
value to carbon sequestered in biomass.
The effective
implementation of the treaty depends on developing costeffective methods that accurately establish the biomass of
tropical forests. Because of vast amount of forests that maybe
affected by this treaty, current labor intensive in-situ methods
(Brown et al., 1984 and 1991) are not feasible.
To extend coverage and simplify data collection, a range of
techniques are being evaluated that utilize the general approach
of extrapolating information from small area point samples
(e.g., permanent plots), to high-resolution transects observed
from low-altitude aerial surveys, to low-resolution, large area
analysis derived from satellite images. The focus of our current
work is on studying the effectiveness using strips of highresolution video, wide-angle video, laser altimeter profiles, and
∗

3D terrain models generated from small format aerial
photography for estimating the type, quantity, size and health of
trees in a forest.
2 APPROACH TO INSTRUMENTATION
Our initial focus was on evaluating two aerial survey techniques
for determining biomass, a low-altitude (<500 meters) system
based primarily on video (Slaymaker et al., 1996), and the highaltitude (1000 – 3000 meters) system which relied additionally
on stereo images to generate 3D terrain models. For both
setups, a 12 channel real-time differential GPS (Trimble
AGGPS receiver and an L-band Omnistar and GPS antenna)
was used to collect position information and a 3-axis attitude
and heading reference system (Watson Industries AHRSBA303) was used to collect orientation information. In
addition, the low-altitude setup contained a profiling laser
altimeter (Laser Atlanta), which gave us the instantaneous
height of the airplane above the canopy. To enable temporal
registration of the various data streams, time codes were added
to the data during collection. A time code generator (Horita)
was used synchronize the video data, which were recorded on a
mini digital video recorder (Sony DV-G900), and a time code
stamp was added to all digital data during the recording process.
A photograph of the low-altitude setup is shown in Figure 1 and
a schematic diagram of the low and high-altitude setups are
shown in Figures 2 and 3. Both systems employ of a dual video
system (wide-angle and zoom). The zoom camera provides
information about the appearance of specific trees, while the
wide-angle system provides information for determining the
spatial distribution of tree species and size (a sample of
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Figure 1. A photograph of the installed low-altitude configuration.
collocated wide-angle and zoom video are shown in Figure 4).
The zoom video lens was set so that its swath width was 29
meters, which was equivalent to 4 cm pixels. The lens on the
wide-angle camcorder was set so that it recorded a swath width
of 320 meters, which was equivalent to 50 cm pixels. The
profiling laser altimeter (PLA) was active for low-altitude
flights. The fast sampling rate (238Hz) and narrow beam width
(1 foot) of the PLA gave us the ability to resolve the shape in
individual trees (see Figure 5). Because of range limitations we
were not able to operate the PLA in the high-altitude

Figure 2. The low-altitude configuration.

configuration
In the high-altitude configuration the system was fitted with a
Hasselblad MWK 70mm aerial survey camera, which gave us
the ability to take stereoscopic images at a ground sampling
distance of 0.5 meters or less.
The cameras, PLA and AHRS were attached to a rigid mounting
system, which was attached to the side of the airplane. This
assures that the angles measured by the AHRS gave the precise

Figure 1. The high-altitude configuration.
orientation of the cameras and PLA. To assure accurate
position measurements, the X,Y,Z-offsets between the GPS
antenna and the cameras was measured after the antenna and
cameras were installed in the aircraft.
The video system consists of two Canon XL1 mini-DV
camcorders. One was fitted with a Canon 5.8-88mm telephoto
lens and the other with a Canon 3.4-10.2mm wide-angle lens.
These camcorders use a 3-chip design (red, green, blue), which
resulted in excellent color separation, and a progressive scan
readout architecture, which eliminates even/odd field blurring.
The digital video recording systems were especially valuable

because it enabled us to analyze and copy the digital video data
without introducing a generation loss.
The video cameras produced a continuous video stream, which
was recorded inside the aircraft on the two Sony mini-DV
recorders. The Horita GPS time code generator convert the
GPS timing signal to a digital form that was compatible with the
digital audio channel of camcorders. Thus, by feeding the
digitally encode audio through the camcorders we were able to
record GPS time information on the audio track. We also
recorded the digital audio on the data acquisition computer.
This gave us an independent machine-readable relationship

Figure 2 Product of dual camera videography. Zoomed imagery tracks a swath down the
center line of the wide angle coverage and can be matched by corresponding time codes.

between frame number and GPS time.

various data fields were coincident with the PLA data (the
instrument with the fastest sampling rate). The GPS time code
was an exception. Because video frames cannot be interpolated,
the GPS time codes were repeated between frames. Table 2
shows a few lines from the collated and interpolated data file.
In addition to interpolated raw data, the file also contains a few
computed data fields, including the aircraft height above the
ground (gnd_alt), and the northing and easting of the point
where the PLA beam intersected the surface (gnd_North,
gnd_East ).
GeoLink navigation software running on the navigation
computer determined the camera trigger. At predetermined
intervals, which resulted in approximately 80% overlap between
frames, the navigation software sent a trigger to the Hasselblad
camera. The precise exposure time was determined by
recording the time when the camera flash relay closed.
An Intergraph SSK workstation was used to build the stereo
models and the UMass Terrain Reconstruction System (Terrest)
was used for image matching and building the 3D terrain
models. The 80% overlap between frames was used to provide
redundant elevation estimates (see Section 3) and to maintain
radiometric consistency between frames.

Figure 3. An example tree height profile generated from
PLA data. The top panel shows the path across the tree
canopy.
The GPS data provided several functions, including (i) velocity
compensation for the AHRS, (ii) synchronizing the video data
by adding timing information to the audio track, (iii) navigation,
and (iv) triggering the aerial survey camera. The GPS data were
recorded directly on the data acquisition computer as well. As

Techniques were tested by processing a preliminary data set
collected in September 1998 over a mixed hardwood/conifer
forest area at an AEP test site in Crooksville, Ohio. Thirty-one
plot sites were established along two transects and a per hectare
biomass estimated for each. Half of the plot measurement sets
are presently being used to calibrate the resulting video strips
and 3D terrain models. These results will then be tested against
the remaining sites to determine the relative success of each
approach. A more extensive test over much larger area is
planned in Bolivia this spring, to be conducted in the Noel
Kempff Mercado National Park expansion zone in Bolivia. That
survey should provide more accurate estimates of biomass at a
considerably lower cost.

Table 1 Sampling and baud rate for the digital instruments
Instrument
Profiling Laser Altimeter (PLA)
Attitude and Heading Reference System (AHRS)
Global Position System (GPS)
GPS Video Time Code (Horita)

configured, the GPS had an absolute accuracy of approximately
1 meter horizontally and 2 meters vertically. In addition, the
AHRS provided us with precise orientation information to an
accuracy of 0.1° about the two horizontal axes, and 0.5° about
vertical axis (azimuth).
The position and orientation
information was used to initialize the bundle adjustment
procedures for determining image orientation.
The data streams from the PLA, AHRS, GPS and time code
generator were recorded through the serial ports on the data
acquisition computer. Each instrument had a different sampling
rate and baud rate, which are summarized in Table 1. The
program that read the serial ports and wrote the data to disk
added a time stamp, which was read from the system clock, to
each record before it was written to disk. Because each port
received data at a different rate, the various instrument records
were not coincident in time. To simplify data analyses, in a
post-processing step, the raw data were interpolated so that the

Sampling rate (Hz)
238
11.8
1
30

BAUD rate
19.2K
9600
9600
9600

3 THREE-DIMENSIONAL TERRAIN MODELING
USING TERREST
The ability to generate accurate, high-resolution digital
elevation maps (DEM) is essential to our environmental
monitoring strategy. On a low-resolution scale (5-30m) DEMs
provide important topographic information, such as elevation,
slope and drainage patterns. On a finer scale (1 m or less)
DEMs can be used to count individual trees, and/or determine
3D textural qualities of the surface.
The UMass Terrest system was designed to automatically
generate high-resolution 3D terrain models from aerial images
when the viewing angles become oblique (incidence angles
greater than 45 degrees), and/or when the camera separation
becomes large (base-to-height ratio exceeds 1.5). The system
incorporated several specific features that increase the accuracy,
robustness, and utility of the system (Schultz, 1994 and 1995).

ortho-image and looked for corresponding bumps in the DEM.

Table 2 Sample lines from a collated and interpolated data file. The fields are: Labtime the time stamp from cpu clock; laser
the raw PLA range data in feet; scat a number proportional to the width of the PLA beam; flg a flag indicating if the AHRS
data are reliable (I indicates reliable data); tilt,tip,heading the raw angle codes from the AHRS, timecode the GPS time (hour:
minute: second: video frame); alt the GPS altitude meters; a/c_North, a/c East the aircraft GPS northing and easting in UTM
coordinates; gnd_alt the computed vertical distance from the ground to the aircraft in meters; gnd_North, gnd_East the
computed northing and easting where the PLA beam intersected the surface. An entry of 0 indicates missing data.
Labtime
3433121.4
3433125.8
3433130.2
3433134.6
3433139.0
3433143.4
3433144.0
3433147.8
3433152.2
3433156.6
3433161.0
3433165.0
3433169.0
3433173.0
3433177.0
3433178.0
3433179.0
3433181.0
3433354.0
3433357.0
3433361.0
3433365.0
3433369.0

laser
0.0
1020.6
1020.6
1021.8
1022.6
1023.8
0.0
1023.6
1026.3
1025.8
1024.5
1026.0
1025.5
1026.0
1025.5
0.0
0.0
1026.0
0.0
1033.1
1032.4
1031.9
1031.9

scat
0
35
35
42
47
46
0
38
39
36
35
35
32
35
32
0
0
37
0
30
32
28
34

flg
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I

tilt
6.1
6.1
6.1
6.1
6.1
6.1
6.1
6.1
6.1
6.1
6.1
6.1
6.1
6.1
6.1
6.1
6.1
6.1
5.9
5.9
5.9
5.9
5.9

tip
0.3
0.3
0.3
0.3
0.3
0.3
0.3
0.3
0.4
0.4
0.4
0.4
0.4
0.4
0.4
0.4
0.4
0.4
0.5
0.5
0.5
0.5
0.5

Heading Timecode
111.3 16:03:07:01
111.3 16:03:07:01
111.3 16:03:07:01
111.3 16:03:07:01
111.3 16:03:07:01
111.3 16:03:07:01
111.3 16:03:07:02
111.3 16:03:07:02
111.3 16:03:07:02
111.3 16:03:07:02
111.3 16:03:07:02
111.3 16:03:07:02
111.3 16:03:07:02
111.3 16:03:07:02
111.3 16:03:07:02
111.3 16:03:07:02
111.3 16:03:07:03
111.3 16:03:07:03
111.2 16:03:07:08
111.2 16:03:07:08
111.2 16:03:07:08
111.2 16:03:07:08
111.2 16:03:07:08

Figure 6 shows a 768 × 768 pixel section of a DEM and
corresponding ortho-image taken from the center of one of the
3D terrain models. To test the reliability of detecting trees in
the 3D terrain model, two groups of four interpreters evaluated
the DEM and ortho-image. The first group marked bumps in
the DEM and looks for corresponding evidence of a tree in the
ortho-image, while the second group identified trees in the

alt
571.5
571.5
571.5
571.5
571.5
571.5
571.5
571.5
571.5
571.5
571.4
571.4
571.4
571.4
571.4
571.4
571.4
571.4
571.3
571.3
571.3
571.3
571.3

a/c_North
8372950.6
8372950.6
8372950.6
8372950.6
8372950.6
8372950.6
8372950.6
8372950.6
8372950.6
8372950.6
8372950.6
8372950.6
8372950.6
8372950.6
8372950.6
8372950.6
8372950.6
8372950.6
8372950.6
8372950.6
8372950.6
8372950.6
8372950.6

a/c_East
632627.6
632627.9
632628.1
632628.3
632628.5
632628.8
632628.8
632629.0
632629.2
632629.5
632629.7
632629.9
632630.1
632630.3
632630.5
632630.6
632630.6
632630.7
632639.6
632639.8
632640.0
632640.2
632640.4

Gnd_alt Gnd_North gnd_East
0.0
0.0
0.0
262.2 8372983.6 632629.5
262.2 8372983.6 632629.7
261.8 8372983.7 632630.0
261.5 8372983.7 632630.3
261.2 8372983.7 632630.6
0.0
0.0
0.0
261.2 8372983.7 632630.8
260.4 8372983.8 632631.1
260.6 8372983.8 632631.4
261.0 8372983.8 632631.6
260.5 8372983.8 632631.9
260.6 8372983.8 632632.1
260.5 8372983.8 632632.4
260.6 8372983.8 632632.6
0.0
0.0
0.0
0.0
0.0
0.0
260.5 8372983.8 632632.8
0.0
0.0
0.0
258.1 8372982.8 632642.6
258.3 8372982.8 632642.8
258.5 8372982.7 632643.1
258.5 8372982.7 632643.3

Both groups found a reliability of at least 95%.
The Terrest system has recently been enhances to fuse
information from multiple overlapping views (typically 3-6)
(Schultz, et al., 1999). When more than two images are
available the system first produces separate DEMs from each
ordered image pair. The system then fuses the individual DEMs

Figure 4 The DEM and orhto-images used to test the reliability of detecting trees

using a robust method to produce an optimal terrain model
consisting of a DEM, a geospatial uncertainty map, an orthoimage, and a set of 3D texture maps (see Terrain Classification
below).
The technique relies on two key factors for generating robust
3D terrain models, (1) the ability to detect unreliable elevations
estimates, and (2) the ability to fuse the reliable elevations into a
single optimal terrain model. The technique is based on the
concept of using self-consistency measures, first introduced by
Leclerc et al., (1998a,b) to identify unreliable points in a
distribution. The focus of their work was to obtain a quality
measure for point correspondences. Their algorithm obtained a
probability distribution by counting the number of
corresponding image points for each object point that is
consistent with the viewing geometry within a specified error
limit. We extended the self-consistency concept to the problem
of detecting unreliable elements in a DEM, generated from
stereoscopic image pairs.
Figure 7 shows the results of a multi-image fusion. The
processing started with 4 images, which resulted in 12 elevation
estimates per pixel in the output grid. We then applied the selfconsistency methodology and labeled each elevation estimate as
reliable or unreliable. We then averaged all of the reliable
estimates are each pixel to form an optimal DEM.

Rendered View

correspondences are sensitive to the microstructure of the
surface (3D structure at length scales approximately equal to the
ground sampling distance). The four 3D texture features are:
(i) The confidence level assigned to each correspondence; (ii)
the variability of confidence levels within a 17×17 window
surrounding each correspondence; (iii) the deceleration length
for each correspondence; and (iv) the variability of deceleration
length within a 17×17 window surrounding each
correspondence.
5 TERRAIN CLASSIFICATION USING ITL
Our classification system is based on the Interactive TeacherLearner (ITL) paradigm (Piater et al. 1999), which employs a
feedback mechanism between the operator (the Teacher) and a
state-of-the-art real-time decision tree classifier (the Learner).
The user receives feedback by interactively specifying training
instances (using semi-automated graphical tools) and then
seeing the effect that his/her actions had on the classifier. An
efficient state-of-the-art decision tree classification algorithm,
which is running in the background, continuously updates its
classification parameters, and displays its results in real-time.
It is important to contrast this approach with the standard
methods of specifying training data. Typically, large numbers
of pixels are laboriously hand-labeled to ensure a statistically

No. of consistent points
0
1
2
3
4
5
6
7
8
9
10
11
12

157
0
17
41
84
296
782
2087
5997
19139
74096
288430
926778

Figure 5. A rendered view of the final 3D terrain model (left) and the number of self-consistent estimates per
pixel used to compute generate the model (right).
4 3D WORLD TEXTURE FEATURES
We have recently shown that classification performance can be
significantly improved by adding to the usual 2D image texture
measures (Haralick, et al. 1973) a set of new 3D texture
measures (Wang et al.). Our concept is that 3D textures are a
function of recurring patterns caused by physical coarseness,
roughness, and other characteristics of 3D surface structure, and
that certain intermediate results generated during the process of
generating a 3D terrain model are related to the 3D textures.
We derived four 3D texture measures and used them in the
ground cover classification problem. We found that 3D textures
significantly improved the performance of a standard
classification system. The experiments in (Wang et al.) showed
that including 3D texture features improved classification skill
from 72.5% to 83.4%. We believe the implications of these
findings for terrain feature extraction are far reaching.
The 3D texture features are derived during the image matching
phase in the 3D reconstruction process. During image matching
left-right pixel correspondences are determined to a fraction of a
pixel width. As a result, the statistical properties of the pixel

valid sample. A large amount is selected because the user does
not know what is a sufficient training size and which training
instances are informative.
By overlaying the classification results on the scene in false
color, the user can immediately see the impact that their
selections on the classifier. This provides the human trainer
with instant feedback as the classifier assimilates new training
data. Rather than hand-labeling large numbers of pixels as
input training data in off-line process, an operator trains the
classifier by giving much more informed incremental training
instances, e.g., correcting mistakes or defining new subclasses
that are necessary for discrimination in the particular context.
In this way natural user interaction leads to the judicious
selection of a small amount of very important data in the
training process.
Table 3 shows a comparison between a scene classified using
the ITL system and conventional batch processing, in which all
the training data were selected in advance. The results of the
comparison are shown in Table 1. The test was run using 17
features (12 standard 2D co-occurrence features, 4 3D texture
features and the ortho-image). The percent correct were similar

except that three orders of magnitude less training data were
required with the ITL system.
To make the feedback mechanism between the teacher (user)
and learner (computer) practical, the ITL system requires a
classification system that efficiently updates as the users selects
new training instances. The Incremental Tree Inducer (ITI)
decision tree developed at UMass (Utgoff 1994; Utgoff et al.,
1997) was selected for this purpose. In addition to being one of
the most accurate implementation of a decision tree, ITI is
capable of updating an existing decision tree without rebuilding
the tree structure. Thus, when the operator selects new training
instances, ITI updates the existing tree instead of rebuilding the
decision tree. In addition, ITI uses only those features that
contribute to the decision making process. As a result, there is
no need to guarantee in advance that any particular feature will
be useful because the decision tree methodology will only select
those features that improve the discrimination between the userdefined training classes. Thus, there is no need to validate a
priori the utility of features.
When operational, the user will be able to visualize in a 3D flythrough graphical environment the 3D terrain models generated
from the strips of stereoscopic aerial photography. The operator
will also have access to collocated wide angel and telephoto
video strips, which will help the operator to identify the
appearance of specific tree species.

Table 3 Comparison between ITL and batch mode
processing.
Mouse Clicks
Training Examples
% Correct
Tree Nodes

ITL
30
270
85.1
25

Batch
16916
86.4
71

6 CONCLUSIONS
Although this work is in a preliminary phase and all of the
constituent technologies have not been fully integrated, we have
nevertheless demonstrated the value and feasibility of using
state-of-the-art computer vision techniques (Terrest and ITL) to
solve environmental monitoring problems on a large scale. In
the near future we plan to integrate terrain modeling and
classification so that someone skilled in Forestry but not
necessarily photogrammetry or computer science will be able
efficiently extract reliable environmental information from
video and aerial photography.
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